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ABSTRACT

In expressive speech synthesis it is widely adopted to use
latent prosody representations to deal with variability of the
data during training. Same text may correspond to vari-
ous acoustic realizations, which is known as a one-to-many
mapping problem in text-to-speech. Utterance, word, or
phoneme-level representations are extracted from target sig-
nal in an auto-encoding setup, to complement phonetic input
and simplify that mapping. This paper compares prosodic
embeddings at different levels of granularity and examines
their prediction from text. We show that utterance-level em-
beddings have insufficient capacity and phoneme-level tend
to introduce instabilities when predicted from text. Word-
level representations impose balance between capacity and
predictability. As a result, we close the gap in naturalness by
90% between synthetic speech and recordings on LibriTTS
dataset, without sacrificing intelligibility.

Index Terms— speech synthesis, TTS, prosody, Text-to-
Speech, representation learning

1. INTRODUCTION

Neural Text-to-Speech (NTTS) [1] is characterized by syn-
thesizing speech waveform solely with deep neural networks.
This paradigm greatly enhanced naturalness and flexibility of
speech synthesis. It enables new applications such as expres-
sive [2, 3] and low-resource [4] speech generation, speaker
identity [5] and prosody transplantation [6, 7]. This paper
focuses on expressive speech synthesis, i.e. generation of
speech that originally contains great degree of variation in
terms of intonation and inflections.

This variation is not described by phoneme sequence, typ-
ically used as input to NTTS. Thus, the statistical model has
to perform a one-to-many mapping, where the same input
text can correspond to different acoustic realizations. Vanilla
modelling approaches suffer from averaging and fail to repro-
duce the original variability of the training data.

To avoid averaging, it is common to use additional input
that describes variability in the data. Initially, it was proposed
to extract a single latent representation of the target speech in
an auto-encoder manner for the whole utterance [8]. Target

speech is not available during inference, so either the cen-
troid representation is used [9] or it is separately predicted
from text [10, 11]. A single representation for the whole
utterance can’t store temporal information effectively, thus,
it was proposed to use more fine-grained representations at
the phoneme-level for the task of prosody transplantation [6,
12]. This idea was further expanded to text-to-speech, where
word-level [13, 14] and phoneme-level [15, 16, 17] represen-
tations were utilized. At the fine-grained level, prosody can
be represented with pre-extracted features such as pitch, en-
ergy, spectral tilt, but learnt representations can convey more
information and represent more abstract aspects of prosody
such as emotions. Therefore, in the rest of the paper we focus
on learnt representations.

This paper provides a systematic comparison of prosodic
representations at different levels of granularity. We compare
performance of utterance, word, and phoneme-level prosody
embeddings in terms of a) capacity: what if we have a perfect
prosody predictor; b) predictability: how sensitive is the ap-
proach to inaccurate prosody predictions. Main contributions
of this study are:

• We systematically compare prosody embeddings at dif-
ferent levels of granularity.

• A solution to intelligibility issues in the case of phoneme-
level prosody reference is proposed.

• We show the trade-off between capacity and pre-
dictability of prosody embeddings, advocating the use
of word-level representations.

• We examine data quantity and input features needed for
robust prosody prediction from text.

The rest of the paper is organized as follows: Section 2
describes the text-to-speech framework used; Section 3 elab-
orates on prosody embedding prediction from text; Section 4
compares prosody embeddings at different levels of granular-
ity in objective and subjective evaluations; Section 5 presents
ablation studies on prosody embedding prediction; Section 6
concludes the paper.
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Fig. 1. Schematic diagram of the TTS model during a) training and b) inference. The dashed arrow denotes sampling from
parametric distribution. Components in red are of prosody embeddings granularity (utterance/word/phoneme). Green, dashed
lines denote loss functions.

2. ACOUSTIC MODEL

The backbone of our acoustic model architecture (Figure 1) is
similar to the explicit duration TTS model presented in Shah
et al. [4]. It follows the encoder-decoder paradigm, where the
input phoneme sequence x is encoded by a phoneme encoder
presented in the Tacotron2 [1] paper. We concatenate the en-
coded phoneme sequence with both speaker s and prosody z
embeddings upsampled by repetition [15, 16] to the phoneme-
level. Speaker embeddings are represented as corresponding
entries in the embedding look-up table. Prosody embeddings
are obtained via compression of the mel-spectrogram y with
the use of variational prosody reference encoder described in
Section 2.1. During inference, the encoded sequence is up-
sampled accordingly to alignments produced by the duration
model, described in Section 2.2. The upsampled sequence is
then passed to the decoder to map the disentangled linguistic
features, speaker and prosodic contents into acoustic param-
eters represented as mel-spectrograms. In this work, we use
the non-autoregressive decoder presented in Shah et al. [4].

2.1. Variational Prosody Reference Encoder

To alleviate the one-to-many problem of TTS we use the vari-
ational prosody reference encoder [16]. We aim to learn the
latent representation of the information, which cannot be de-
rived from the other input streams - phoneme sequence and
speaker embedding. For clarity of the architecture presenta-
tion, here we describe only one level of granularity - word-
level. Modification of the model architecture to adjust for dif-
ferent prosody embedding granularities is described in Sec-
tion 2.3. The variational reference encoder (Figure 1a) takes
target mel-spectrogram frames as input and converts them
into a sequence of n latent vectors z, which corresponds to
the number of words in the utterance. We refer to this repre-
sentation as word-level prosody embeddings.

The encoder comprises a stack of six residual gated con-
volution blocks [18]. Each residual gated convolution block
is composed of a 1D-convolution with a kernel size of 15 and
a hidden dimension of 512, followed by a tanh filter and a
sigmoid activation gate which are element-wise multiplied
and then added to a residual connection. The convolution
stack is followed by a BiLSTM layer with a hidden dimension
of 128. We use a dropout of 0.1 in convolutional and BiLSTM
layers. The BiLSTM layer output is firstly aggregated to the
word-level by taking a middle frame of each word. Then,
after a dense projection we obtain a sequence of Gaussian
distribution parameters µ and σ, which we use to sample a
sequence of prosody embeddings corresponding to words z
of dimension 8. Finally, we upsample the word-level prosody
embeddings by repetition to the phoneme-level and concate-
nate them with the phoneme encoder output (Figure 1a).

As we do not have access to target mel-spectrograms at
inference time (Figure 1b), a separate model is introduced to
predict prosody embeddings z from text. The architecture for
this model is described in Section 3.

2.2. Duration Model

Neural TTS requires learning the alignment between two dif-
ferent length sequences, which are the text, represented by
phonemes, and speech, represented by acoustic parameters
i.e. mel-spectrogram frames. There are two major approaches
to obtain the alignment: attention-based [1] and explicit-
duration-based [4, 19, 16, 20]. Attention-based components
typically used for this task have known instabilities, which
exhibit in synthesised speech as mumbling, early cut-offs,
word repetition and word skipping [21, 22, 23]. Following
recent research in the field inspired by traditional parametric
speech synthesis techniques [24, 25], these issues are mit-
igated by explicitly modelling the durations of phonemes
[4, 19, 16, 20] which we decide to use in this work.



We use forced alignment from a Gaussian Mixture Model
(GMM) based external aligner in the Kaldi Speech Recog-
nition Toolkit [26] to produce ground truth duration for
each phoneme, represented as the integer number of mel-
spectrogram frames it corresponds to. To predict these du-
rations, we train a duration model component following the
architecture detailed in Shah et al. [4], with the addition of
speaker and prosody embeddings conditioning. The duration
model is trained jointly with the acoustic model by minimiz-
ing L2 loss function in the logarithmic domain between pre-
dicted and ground truth phoneme durations. During training,
teacher forcing is used, i.e. the acoustic model uses ground
truth duration values to upsample a phoneme’s encoding to
the respective number of mel-spectrogram frames.

2.3. Prosody Embeddings Granularity

The model described above uses word-level prosody embed-
dings. Which means that there is one embedding correspond-
ing to each word in the input text. In this work we also explore
two other levels of prosody modelling granularity: phoneme-
level (one embedding per each phoneme) and utterance-level
(single embedding for the whole utterance). For the phoneme-
level prosody modelling we change the reference encoder to
output one embedding per each phoneme and reduce prosody
embedding dimension from 8 to 3, which we found optimal
in terms of stability, for this level of granularity. In the case
of utterance-level prosody modelling we use a stride of 2 in
the residual gated convolution blocks of the reference encoder
in order to gradually downsample the time resolution [27].
Then, we project the first and last state of the BiLSTM layer
into two vectors of dimension 64, which represent mean µ
and standard deviation σ of the posterior distribution. Finally
we sample a single 64-dimensional prosody embedding z cor-
responding to the whole utterance.

2.4. Training Procedure

To train the acoustic and duration models we use Adam opti-
miser with β1 = 0.9 and β2 = 0.98. We use a linear warm-up
of the learning rate from 0.1 to 1 for the first 10k steps, fol-
lowed by an exponential decay from 10k steps to 100k steps
with a minimum value of 10−5. Acoustic and duration models
are trained jointly for 500K steps with a batch-size equal 32
and are optimized with respect to the following loss function:

Ltotal = L1melspectrogram + L2logduration + γ ∗DKL (1)

where L1melspectrogram is the L1-distance between pre-
dicted and oracle mel-spectrograms and L2logduration is the
L2-distance between predicted and ground truth durations
calculated in the logarithmic domain. DKL is the Kull-
back–Leibler divergence between outputs of the variational
prosody reference encoder and N(0, 1). We find the optimal
value of γ to be 10−3 for the phoneme-level and 10−5 for

the utterance and word-level prosody modelling. We present
ablation of the γ parameter in Section 4.4.

3. PROSODY EMBEDDINGS PREDICTOR

At inference time we do not have access to target mel-
spectrograms, therefore, we use a separate model to pre-
dict prosodic representations z from text (Figure 1b). The
prosody embeddings predictor model (Figure 2) has three in-
put streams: phoneme sequence, contextual word embeddings
extracted with a pre-trained BERT model [28] and speaker
embedding. Phoneme sequence and contextual word embed-
dings are encoded by separate Tacotron2-based encoders. We
upsample the encoded BERT embeddings from the word-
level to the phoneme-level and the speaker embedding to the
phoneme-level, before concatenating them with the encoded
phoneme representations. Next, we pass the concatenated
sequence to another Tactotron2-based encoder block. After
that, in the case of word-level embeddings prediction, the
encoded phoneme-level representation is aggregated to the
word-level by taking the middle frame of each word. Fi-
nally, we use an autoregressive decoder to predict prosody
embeddings. The autoregressive decoder is inspired by the
architecture of the Tacotron2 mel-spectrogram decoder. In
order to adapt the decoder to the prosody prediction task, we
reduce the hidden dimension of the LSTM-layers to 128 and
pre-net hidden dimension to 6. To predict the utterance-level
prosody representation, instead of the autoregressive decoder,
we use a simple linear projection layer.

We train this model using prosody embeddings extracted
with previously trained acoustic model as target labels.
Specifically, the model is trained to predict posterior mean µ
for each target prosody embedding using L2 loss and teacher-
forcing framework.

Fig. 2. Schematic diagram of the prosody embeddings predic-
tor model. Components with dashed border are used only for
fine-grained (word or phoneme-level) prosody embeddings
prediction.



4. EXPERIMENTS - PROSODY EMBEDDINGS
GRANULARITY

In this section we conduct a systematic study of prosodic rep-
resentations at different levels of granularity applied to the ex-
pressive TTS task. The performance of utterance, word, and
phoneme-level prosody embeddings is compared in terms of
capacity and predictability. We evaluate naturalness as well
as stability and intelligibility of synthesized speech.

4.1. Data

Evaluations are conducted on a publicly available corpus of
audiobook recordings - LibriTTS [29]. From which we use
only recordings marked as clean. The training set consists
of approximately 250 hours of speech (split into 140,000 ut-
terances) narrated in an expressive manner by 1229 speakers.
For validation we use a held-out set of 1000 randomly se-
lected utterances from the 100 most frequent speakers. We
extract 80-band mel-spectrograms with a 12.5 ms frame-shift
as acoustic features.

4.2. Systems

We use our acoustic model (Section 2) along with the prosody
embeddings predictor (Section 3) to test 3 levels of prosody
embeddings granularity: 1) G-VAE - utterance-level. 2)
W-VAE - word-level. 3) P-VAE - phoneme-level. All mel-
spectrogram prediction systems are used in combination with
the Universal Neural Parallel WaveNet Vocoder [30] in order
to obtain a 24kHz audio signal.

4.3. Subjective Evaluation Protocol

For the subjective evaluation we conduct MUSHRA tests [31]
with the Amazon Mechanical Turk platform. 60 native En-
glish speakers are presented with the samples in a random
order side-by-side, and are asked to “Evaluate naturalness of
the samples on the scale from 0 to 100.” A total of 1000 ut-
terances are used for testing and the test is balanced in such a
way that each test case is scored by 3 listeners independently.
Ground truth mel-spectrograms vocoded with the Universal
Parallel WaveNet Vocoder (Ref system) are used as an upper
anchor. The significance of the MUSHRA results is analyzed
using a Wilcoxon signed-rank test with Bonferroni-Holm cor-
rection applied [32].

4.4. Stability

To quantify the stability of tested systems and the intelligibil-
ity of synthesized speech we conduct Word Error Rate (WER)
analysis. The whole test set of 1000 utterances described in
Section 4.1 is used for the evaluation. We transcribe speech
generated in the TTS mode (prosody embeddings predicted
from text) with the ASpIRE Chain ASR model from Kaldi.

Then the WER is computed between the sentence text and the
corresponding transcription.

The G-VAE and W-VAE models have WER scores (Ta-
ble 1) comparable to recordings when trained with DKL loss
weight (γ) equal to 10−5. Whereas, training the P-VAE model
in an analogical setup results in significant stability issues.
We believe that this is caused by the phoneme-level prosody
embeddings distribution being very hard to predict from text.
Only after applying more regularization during training by in-
creasing DKL loss weight we are able to obtain a phoneme-
level model matching other systems in terms of WER score.
Intelligibility is a crucial property of TTS system. Therefore,
for all the other experiments we use the G-VAE and W-VAE
models trained with γ = 10−5 and the P-VAE model trained
with γ = 10−3, as they are matching our stability require-
ments. We found that further increasing γ parameter does not
bring any significant improvements and may lead to degrada-
tion in segmental quality of synthesized audio.

System DKLγ WER ↓
G-VAE 1e− 5 2.18%± 0.30
W-VAE 1e− 5 2.13%± 0.30

P-VAE

1e− 5 3.59%± 0.36
1e− 4 2.47%± 0.31
1e− 3 2.17%± 0.29
1e− 2 2.17%± 0.29

Ref − 2.29%± 0.31

Table 1. Word Error Rate with 95% confidence intervals [33]
computed across the 1000 test utterances, along with DKL

loss weight (γ).

4.5. Capacity

We analyse the best-case performance of acoustic models by
simulating perfectly predicted prosody embeddings in the Or-
acle Resynthesis setup. That is, at inference time we pro-
vide ground truth latent representations from the variational
reference encoder for all tested systems. We evaluate natu-
ralness in a subjective test as described in Section 4.3 and
summarize results in Figure 3a. In this setup, the G-VAE
model scores significantly lower than the other systems (p-
value < 0.01), suggesting that fine-grained embeddings are
required for natural prosody modelling. There is no statisti-
cally significant difference between W-VAE and P-VAE sys-
tems (p-value > 0.01). It is worth mentioning, that we have
also conducted an analogical experiment with a P-VAE model
trained with lower DKL loss weight (γ = 10−5). With such
model, when ground truth prosody embeddings provided dur-
ing inference, we are able to reconstruct speech almost per-
fectly. However, it comes at a cost of stability issues, when
prosody embeddings predicted from text are used as described
in Section 4.4.



(a) Ground truth prosody embeddings (b) Prosody embeddings predicted from text

Fig. 3. Subjective listeners ratings from the naturalness MUSHRA tests with a) ground truth prosody embeddings and b) prosody
embeddings predicted from text (TTS). Mean scores are reported below the system names.

To gain a deeper understanding of prosody representa-
tions, we evaluate our acoustic models in the Oracle Resyn-
thesis setup with changed speaker embedding. That is, we
extract prosody from a source recording and resynthesize the
same text with changed voice - a so-called Voice Conversion
(VC). We convert all 1000 test utterances into 4 selected (two
male and two female) target voices.

To effectively measure how close the prosody patterns
of converted speech are to the source recordings, we first
extract fundamental frequency (F0) at the frame-level from
source and converted audio pairs with the RAPT algorithm
[34]. Then we calculate two metrics commonly used to mea-
sure the linear dependence of prosody contours: Pearson
Correlation Coefficient (PCC) and Root Mean Squared Error
(RMSE) [35]. We can see that the results (Table 2) are very
similar for the W-VAE and P-VAE models, while the G-VAE
performs much worse in both metrics. This reinforces the
subjective evaluation findings that utterance-level embed-
dings do not provide sufficient capacity to capture expressive
prosody and fine-grained modelling is required for expressive
speech generation.

System F0 RMSE ↓ F0 PCC ↑
G-VAE 1.693± 0.012 0.760± 0.003
W-VAE 1.535± 0.011 0.801± 0.002
P-VAE 1.539± 0.012 0.802± 0.003

Table 2. Objective Voice Conversion evaluation metrics with
95% confidence intervals computed between source and con-
verted speech: F0 Root Mean Square Error (RMSE), F0 Pear-
son Correlation Coefficient (PCC) [35].

4.6. Predictability

Finally, we evaluate our systems in the TTS scenario. That
is, we generate speech from textual input only and provide

prosody embeddings predicted from text during inference.
The naturalness of synthesized speech is evaluated subjec-
tively as described in Section 4.3. The results are summarised
in Figure 3b (all comparisons are statistically significant with
p-value < 0.01). The G-VAE model scores much worse
than other systems. It fails to reproduce expressive speech
variability and tends to output flat prosody contours due to
averaging. We also observe issues with accurate phoneme
duration prediction for the G-VAE model, e.g. unnatural,
fast-paced speech. We hypothesise, that a single representa-
tion for the whole utterance can’t store temporal information
effectively. Such issues are not visible in the models using
fine-grained prosody representations. While both of them
score much higher than the G-VAE, the word-level model
performs better in terms of fidelity and prosody naturalness
and closes the gap between the P-VAE model and the ref-
erence system by over 90%. We conclude that word-level
representations impose a good compromise for expressive
prosody modelling granularity. They have enough capacity to
produce varied and natural speech and still can be accurately
predicted from text.

5. EXPERIMENTS - PROSODY PREDICTION

In this section we focus on semantically concerted prosody
prediction. First, we investigate the impact of data quantity
used in the training procedure. Second, we conduct an abla-
tion study of the prosody embeddings predictor input streams.

5.1. Data Quantity

We investigate the impact of training data quantity on our
system, by looking into a single-speaker scenario with lim-
ited amount of data. We build a dataset by taking 15000
utterances from the HiFi corpus [36] coming from one male
speaker (id 6097). Again, we keep a held-out set of 1000
randomly selected utterances for validation. We train the



word-level acoustic model and the prosody embeddings pre-
dictor in two setups: 1) HiFi - using only 15000 utterances
from a single HiFi speaker. 2) HiFi+LibriTTS - addition-
ally adding LibriTTS corpus, which results in approximately
155000 utterances in the training set. We evaluate both
scenarios using a MUSHRA subjective naturalness test anal-
ogously to Section 4.6 and summarize results in Table 3.
Using an additional, large-scale dataset during training sig-
nificantly improves naturalness of synthesized speech (p-
value < 0.01). Per-case analysis of listeners judgements
reveal that both systems produce audio of similar segmental
quality, but the HiFi+LibriTTS system provides more stable
prosody, especially for longer utterances. We conclude that
semantically concerted prosody prediction is a data hungry
problem and limited amount of training data can result in less
stable prosody of generated speech. However, using auxiliary
data in the training procedure allows to obtain a more robust
prosody predictor and mitigate this issue.

HiFi HiFi+LibriTTS Ref
64.26 67.01 67.17

Table 3. Mean MUSHRA scores for the word-level models
trained on a single speaker form the HiFi corpus with and
without auxiliary LibriTTS data. All comparisons from this
Table are statistically significant (p-value < 0.01).

5.2. Prosody Predictor Input Streams Ablation Study

In previous works, word-level prosody embeddings are typ-
ically predicted at inference time from one of the following
representations derived from text: word-level contextual em-
beddings [13, 37] or phoneme sequence [14, 38]. We use both
of them in our prosody embeddings predictor model. To de-
termine the contribution of each input stream to the model
performance we conduct an ablation study. We train the word-
level prosody embeddings predictor model in three configura-
tions: BERT & Phoneme - trained exactly as described in sec-
tion 3; BERT - with only BERT embeddings input; Phoneme -
with only phoneme sequence input. All three predictor mod-
els are used in combination with the same W-VAE acoustic
model to synthesize 1000 validation utterances from section
4.1. As a subjective naturalness evaluation, a preference test
is carried out using Amazon Mechanical Turk platform. Na-
tive English speakers are asked to ”Select which audio sounds
more natural” for pairs of audio samples generated with dif-
ferent systems. We find that removing fine-grained phoneme
sequence input stream (Figure 4a) causes less stable prosody
prediction and results in significant degradation in naturalness
(p-value < 0.01). Whereas, the difference between BERT &
Phoneme and Phoneme systems (Figure 4b) is not statistically
significant. Listening to samples revealed that the improve-
ment of using contextual word embeddings comes mainly in
better phrasing and pause prediction. However, differences

are quite subtle and therefore are not reflected in the crowd-
sourced naturalness evaluation results. This result contra-
dicts the findings from [13], where significant quality degra-
dation when removing BERT embeddings input was reported.
However, in [13] authors proposed to use word-level syntax
features e.g. part-of-speech labels, compound-noun flag and
punctuation flag as a second input stream to the model pre-
dicting prosody embeddings. We believe that fine-grained
phoneme sequence input is more correlated with prosody than
those syntax features, therefore, removing BERT input stream
is less harmful in our work.

(a)

(b)

Fig. 4. Results of naturalness preference tests. On the
right the word-level prosody embeddings predictor model de-
scribed in Section 3. On the left the same model but with
only one input stream: a) BERT embeddings, b) phoneme se-
quence.

6. CONCLUSIONS

In this paper we explored the design of prosodic representa-
tions learned in an auto-encoder manner. First, we introduced
a TTS framework allowing for a fair comparison of prosody
embeddings of different granularity. Then a systematic study
of utterance, word and phoneme-level representations was
conducted on a large-scale, publicly available dataset - Lib-
riTTS. Through our experiments, we demonstrated the trade-
off between capacity and predictability of prosody represen-
tations. We showed that utterance-level embeddings have
insufficient capacity to model expressive speech variability.
Whereas phoneme-level representations require strong reg-
ularization for stable prediction from text at inference time.
We found that word-level embeddings impose a good balance
between capacity and predictability. As a result, we closed
the gap in naturalness by 90% between synthetic speech
and recordings without sacrificing intelligibility. Finally,
we looked into applying the proposed approach in a single-
speaker scenario. We showed that semantically concerted
prosody prediction is a data hungry problem and limited
amount of training data can result in less stable prosody of
generated speech. However, this issue can be mitigated by
using auxiliary data in the training procedure.
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