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ABSTRACT
Current spoken language understanding systems heavily rely
on the best hypothesis (ASR 1-best) generated by automatic
speech recognition, which is used as the input for downstream
models such as natural language understanding (NLU) mod-
ules. However, the potential errors and misrecognition in
ASR 1-best raise challenges to NLU. It is usually difficult for
NLU models to recover from ASR errors without additional
signals, which leads to suboptimal SLU performance. This
paper proposes a fusion network to jointly consider ASR
n-best hypotheses for enhanced robustness to ASR errors.
Our experiments on Alexa data show that our model achieved
21.71% error reduction compared to baseline trained on tran-
scription for domain classification.

1. INTRODUCTION

Current spoken language understanding (SLU) systems [1]
usually rely on the best hypothesis from the automatic speech
recognition (ASR) component. Any error in ASR 1-best hy-
pothesis is propagated to downstream SLU components such
as natural language understanding (NLU), leading to potential
performance degradation. Without additional information, it
is usually difficult for NLU models to recover from such ASR
errors. Under this context, it is of great interest to investi-
gate whether one could improve the SLU performance by ex-
ploiting additional ASR signals. In this paper, we explore ap-
proaches to utilize ASR n-best hypotheses for improved SLU
tasks. In Alexa, we have observed some traffic with an in-
correct ASR 1-best, but one can find a better hypothesis in
the remaining ASR n-best hypotheses that are more similar
to or identical to the transcription. Thus, there are consider-
able potentials of using ASR n-best hypotheses to boost the
SLU performance once one could extract useful information
from them. Unlike other contextual signals we usually ex-
ploit in the NLU world (e.g., device type, device state, and
customer embedding), ASR n-best is an ordered list of token
sequences originating from the same spoken utterance by an
ASR model. The n-best hypotheses are usually highly sim-
ilar to each other, with only several different tokens. More-
over, the signals that reside in ASR n-best list are highly noisy
and not always useful. In most cases, the ASR 1-best is the
best interpretation, and the remaining n-best only adds more

noise to the data. Given its high similarity and noisy nature, it
is challenging to extract the informative patterns and signals
that lie in ASR n-best for corresponding downstream tasks.

To better capture the correlation among n-best, we pro-
pose to use a pipelined framework. It first employs a shared
hypothesis encoder to embed each hypothesis (Section 2.2).
Then we design a fusion network called n-Best Fuser to ex-
ploit the embeddings as a coherent feature map and convert
them into a single fused feature representation (Section 2.3).

To evaluate the effectiveness of the proposed methods, we
focus on the task of domain classification in this paper, where
each utterance in the SLU data set is associated with a pre-
defined domain. The n-best fusion network exhibits signifi-
cant improvement over baseline domain classifier.

2. ASR N -BEST FUSION NETS

Given an utterance, its ASR n-best hypotheses are the output
of the ASR component in the format of A = (a1, . . . ,an),
where each hypothesis sentence can be denoted as ai =

(w
(i)
1 , . . . , w

(i)
T ), and each w is a word or Byte Pair Encod-

ing (BPE) token. Our framework estimates Pθ(di|A(x))
that maps each utterance A(x) to a probability distribution
over domains D = (d1, . . . , dC), where θ is the model pa-
rameters to be learned. And the framework learning can be
formalized as minimizing the following cross entropy loss:
Minimize

θ
−
∑N

x=1

∑C
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(x)
i log

(
[Pθ(di|A(x))]

)
where y(x)i

is an indicator for i-th class for utteranceA(x), N is the num-
ber of data, and C is the number of classes (domains).

2.1. BPE and Word Embedding

We apply byte pair encoding (BPE) [2] on the corpus of
ASR n-best hypotheses during tokenization. BPE works
by identifying high-frequency sub-token in the corpus of
words and replace them with tokens that are not within the
original data. We vectorize each BPE converted token with
a token embedding layer of embedding size e. After the
embedding layer, the i-best ASR hypothesis is embedded as
Ei = (e

(i)
1 , . . . , e

(i)

T̃
), where e(i)j ∈ Re is the word embedding

vector for w(i)
j .
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Fig. 1: The illustration of the n-best fusion network. The ASR n-best is fed to a shared Bi-LSTM encoder to obtain the
hypothesis embeddings. Then we apply multiple 1D CNNs with various kernel size (p ∈ N+) on the concatenated embeddings
to acquire the fused features. A final task-specific MLP is employed to generate the prediction from the concatenated fused
features.

2.2. Hypothesis Encoder

We choose bi-directional RNN [3, 4] encoder to obtain the hy-
pothesis embedding from its token embedding. The encoder
takes E as the input, at each time step t, it follows

−→
h t = fh(W−→ehet +W−→

hh

−→
h t−1 +

−→
b ) (1)

←−
h t = fh(W←−ehet +W←−

hh

←−
h t+1 +

←−
b ) (2)

where ← and → denotes the direction of the parameter, hs
are the hidden states, and W s are the weight matrices in the
network. As to the choice of hidden layer function fh(·), we
adopt the widely used LSTM cell introduced in [5] due to its
superior performance and its capability of capturing long term
dependencies. We follow [6] to implement the fh(·) of LSTM
cell, detailed formulations are omitted here due to the space
limitation. For each hypothesis E = (e1, . . . , eT ), we regard
the concatenation of the two hidden states at the last step as

the final encoding of it, denoted as c =
(−→
h T←−
h T

)
.

2.3. n-Best Fuser

We feed the n-best hypotheses into the same encoder as
demonstrated above to obtain the n-best encoding C =
(c1, . . . , cn). Capturing the semantic pattern within C is a
crucial step for our downstream NLU tasks. We could rep-
resent the n-best encoding as a matrix C ∈ R2m×n, where
m is the size of hidden states of our encoder. Although C
looks like a 2-D feature map and a conventional CNN [7]
seems promising on extracting patterns from it, it is better to
be regarded as a 1-D feature of length n and 2m channels as
inspired by previous work [8]. It is worth noting that each
column of C corresponds to an ASR hypothesis’s feature en-
coding. Although all n hypotheses are from the same spoken
utterance, they are considered separate signal origins. CNNs
with a 2-D convolutional layer would be inappropriate since
the first axis of C concerns no spatial relationship. Thus, we
propose to use CNNs with a 1-D convolutional layer and a
1-D pooling layer on C for feature extraction.

Let c(i) ∈ Rn be the i-th channel (row) of C a 1-D con-
volutional layer works by applying a filter W (i)

f ∈ Rk×p for

each channel of C as follow, where p is the kernel size and k
is the number of output channels in the feature maps.

c̃q =

2m∑
i=1

σ(W
(i)
f c

(i)
q:q+p + bf ) (3)

where c(k)q:q+p denotes the slicing of c(k) from its q-th element
to (q + p − 1)-th element, and σ(·) is the activation func-
tion. The convoluted feature maps could be denoted as C̃ =
(c̃1, c̃1+s, c̃1+2s, . . . , c̃1+zs) ∈ Rk×(b(n−p)/sc+1), where s ∈
N+ is the size of strides. A pooling layer on C̃ can addition-
ally aggregate the convoluted feature maps. In the end, we
flatten the aggregated feature maps of all k channels and con-
nect it with an MLP [9] to yield a probability distribution over
all domains.

To best capture the complex pattern lies in ASR n-best,
we do employs multiple CNNs with different filter (kernel)
size p ∈ {2, 3, . . . , n − 1} as shown in Figure 1, where each
CNN captures the p-th order correlation among the n-best.
The flatten output of all CNNs are concatenated before it goes
to the MLP for the final output.

3. EXPERIMENTS

3.1. Experiment Setup

We use 8.7 million utterances from 22 domains for training
and validation. We use other 900k utterances for testing. Each
utterance goes through the same ASR model to obtain its n-
best hypotheses. The following methods are implemented and
tested for domain classification performance comparison.
Oracle: A BiLSTM model trained and tested on hand-picked
ASR hypothesis with lowest edit distance to the transcription.
Baseline: BiLSTM trained on manual transcription, and
tested on ASR 1-best hypothesis.
1-best BiLSTM [10]: BiLSTM trained and tested on ASR
1-best hypothesis.
n-best Random: This is a lower bound for n-best models. It
randomly selects a hypothesis out of the n-best list for each
utterance and passes it to the baseline BiLSTM DC model we
trained on transcription.



Table 1: Evaluation on full test set and ASR error set (all numbers are in %), all numbers are normalized to reflect the relative
improvement (degradation) w.r.t to the baseline.

Model Full Test Set ASR error set ASR-NLU Error Set

DCER (↓) Macro F1 (↑) DCER (↓) Macro F1 (↑) Relative DCER Reduction (↑)
oracle -1.13 +1.27 -2.76 +3.06 20.17

baseline 0 0 0 0 0
1-best [10] -0.23 +0.47 -1.18 +1.49 17.14

n-best random +2.66 -2.96 +0.24 -0.09 15.25
n-best mean pooling [11, 12] +0.48 -0.69 -1.44 +1.75 21.08
n-best weighted pooling [11, 12] -0.08 +0.08 -1.48 +1.88 19.96
n-best local attention [13] +0.20 -0.40 -1.58 +1.76 20.51
n-best global attention [13] +0.44 -0.47 -1.63 +1.86 21.59

n-best fuser [this paper] -0.24 +0.14 -1.94 +2.14 21.71

n-best Pooling [11, 12]: This method employs the same en-
coder to obtain n-best hypotheses embedding. Then it applies
a pooling layer to merge the embedding into a dense vector
representation. We compare two pooling strategies: mean
pooling and weighted pooling.
n-best Attention [13]: It is the same architecture as n-best
Pooling, except we use more generalized attention methods
for pooling purpose. We compare two attention mechanisms:
local attention and global attention. In local attention, each
hypothesis embedding is fed to a shared attention layer sepa-
rately to obtain an attention score; while in global attention,
all hypotheses’ embeddings are concatenated and fed to an
attention layer to obtain n attention scores at once.
n-best Fuser: Our proposed model as in Sec. 2.3.

3.2. Training

We randomly hold out 0.9 million training data for the exper-
iments as the validation (development) set. The hypothesis
encoder in all compared models is a 2-layer BiLSTM with
256 hidden units and the dropout rate 0.2. The output MLP
also has 256 hidden units and ReLU activation. We employed
Adam optimization algorithm [14] with a triangle learning
rate scheduler [15]. The learning rate ranges from 1−4 to 0.02
with cycle length fixed as 71000 and an incremental fraction
of 0.05. The mini-batch size is 128. All models are trained
for at least 20 epochs, and validation is performed every 3000
updates. The best model on the validation set is saved for
testing..

3.3. Result

We employ domain classification error rate (DCER) and
macro F1 as the metrics in this study, where DCER is defined
as (1 − accracy) and macro F1 follows the F1 of averages
definition in [16]. Table 1 shows the evaluation results on all
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Fig. 2: DCER improvement on ASR error set by only includ-
ing utterances with the corresponding Levenshtein edit dis-
tance (X-axis) between the ASR 1-best and the transcription.

compared models listed in Sec. 3.1, where we use ↑ to denote
“larger is better” and use ↓ to denote “smaller is better”. The
n-best fusion nets achieved 0.24% absolute improvement in
terms of DCER, and its absolute improvement in terms of
Macro F1 is 0.14% Given the test set’s size, the improvement
indicates our n-best fusion nets can recover a significant
number of ASR errors by exploiting the ASR n-best.

3.4. ASR Error Reduction

It is more important to evaluate the cases where ASR 1-best
makes mistakes to understand the contribution made by our
proposed fusion network. We collected 173k utterances in
the test set where the ASR 1-best hypothesis is different from
the manual transcription, and we refer to this test set as ASR
Error Set. We report the evaluation results on ASR error set
in Table 1. On this set, the n-best fusion network achieved
1.94% absolute improvement over the baseline model in
terms of DCER, and its relative performance gain of macro
F1 is 2.14%, indicating its superb capability of alleviating the
negative impact of ASR errors on DC task.

To study the ASR error effects in finer granularity, we il-



Table 2: DCER (%) comparison for utterances with different
number of ASR hypotheses (k).

k baseline n-best fuser

1 0 -0.01
2 0 -0,11
3 0 -0.15
4 0 -0.19
5 0 -0.29

lustrate the DCER improvement made by n-best fuser by se-
lecting utterances with various Levenshtein edit distance [17]
between their ASR 1-best hypothesis and transcription in Fig-
ure 2. Figure 2a illustrates the DCER (the Y-axis) on all utter-
ances with edit distance up to ` (the X-axis) between the ASR
1-best and transcription. Figure 2b shows the case where only
utterances with distance within [`, `+1) are considered. One
can tell that the DCER improvement is small when the edit
distance is relatively low, indicating the impact of such minor
ASR error is small, and the n-best fuser cannot help much.
As the edit distance increases, we observe more significant
DCER improvement made by n-best fuser against the base-
line. It demonstrates that the baseline model cannot recover
from severe ASR errors as the ASR 1-best is very different
from the ground-truth. For such cases, n-best fuser effectively
alleviates the impact of ASR errors by collectively consider-
ing ASR n-best hypotheses.

3.5. NLU-ASR Error Reduction

As shown in Figure 2, NLU models can recover from minor
ASR errors. It is more of our interest to study the effects of
n-best on the utterances where the ASR misrecognition does
cause NLU errors (i.e., wrong domain classifications made by
the baseline model in our experiments). We selected all such
cases from the ASR error set we tested above, which end up
with a test set of 37.1k utterances, and we regard it as the
NLU-ASR Error set. We test all compared models on NLU-
ASR Error test set and report their DCER reduction w.r.t. the
baseline model in Table 1. Among these 37.1k utterances, we
observed 21.71% DCER reduction achieved by n-best fuser,
outperforming all other compared methods, including the or-
acle.

3.6. ASR Uncertainty (Ambiguity)

The ASR generally produces fewer hypotheses when it is
confident. Table 2 shows the DCER of baseline and n-best
fuser for utterances with different number of output hypothe-
ses (k = 1, 2, 3, 4, 5). The error reduction increases while
k gets bigger, indicating that the n-best fuser degenerates
slower than the baseline model while the ASR uncertainty
becomes high.
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Fig. 3: DCER and Macro F1 comparison of different number
of CNNs used in n-best fuser.

3.7. Effect of Multiple CNNs

To demonstrate the effect of employing multiple CNNs, we
illustrate the performance comparison of n-best fuser with a
different number of CNNs in Figure 3. In our experiments,
the fuser with 3 CNNs (with kernel sizes 2, 3, 4 respectively)
achieved the best results. Further, incorporating an additional
CNN with kernel size 5 does not improve the performance but
degenerates the DCER and macro F1.

4. RELATED WORK

[12, 18] proposed a variation of RNNs work on the topologi-
cal sort of lattice graph to get better encoding of a spoken ut-
terance. Although lattice potentially contains more structural
information than ASR n-best, it requires significant model-
ing change to utilize lattice. [19] shows a two-step approach
to generate the best path from confusion network to improve
slot filling task. A more recent work [20] studies the ap-
proach of using the confusion network in a neural dialogue
state tracker (DST), where the authors propose an attentional
confusion network encoder that can be used in any DST. On
the other hand, there has been work on re-scoring ASR n-
best by exploring the morphological, lexical, and syntactic
features [21, 22]. [23] shows a joint model for ASR error cor-
rection and language understanding tasks such as dialog act
prediction and slot filling. Our work differs in that we are
not attempting to correct the ASR error by re-aligning the hy-
potheses but considering the n-best directly for downstream
NLU tasks jointly..

5. CONCLUSION

We have proposed a fusion network to take advantage of ASR
n-best hypotheses for improving the NLU task performance.
The proposed n-best fuser provides a robust representation
of the n-best hypotheses accordingly based upon the down-
stream NLU tasks. The empirical study demonstrates that our
method can alleviate the impact of ASR errors on NLU tasks
by collectively exploiting the ASR n-best hypotheses.
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