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Abstract

This paper presents the results from an investigation into 
the performance of OpenFOAM v1806 on the Amazon 
Web Services (AWS) Elastic Compute Cloud (EC2) 

service for a realistic racing vehicle using a high-fidelity hybrid 
RANS-LES CFD approach. It is shown that AWS can provide 
the HPC environment to enable greater use of high-fidelity CFD 
methods by allowing higher core counts to reduce turn-around 
time. With the correct instance type - which potentially differs 
between meshing and solving - AWS was competitive against 
a high-performance Cray XC30 supercomputer, up to 1920 

cores and meshes up to 280 million cells. However it is recog-
nised that this Cray XC30 displayed superior scaling whilst 
containing older generation processors (Intel Ivybridge) 
compared to the AWS Instances (Intel Skylake). It was found 
that the influence of instance type was more pronounced during 
the meshing process within OpenFOAM (snappyHexMesh) 
where only the C5n.18xlarge instance was able to match the 
performance of the Cray XC30. This work establishes a set of 
best-practices and baseline configuration that will be used to 
look at larger models, larger core counts and to focus on other 
areas of the CFD workflow including post-processing.

Introduction

Aerodynamics is a critical differentiator for any road 
or race car company. For road-cars this is largely the 
drag of the vehicle, particularly in the age of electric 

vehicles where the drag is one of the largest contributors to 
affect the range of the vehicle. For motorsport, whilst mini-
mizing drag is important, the downforce of the vehicle is more 
crucial, given that this has a direct influence on cornering 
speeds and the resulting lap time. This is particularly true for 
Formula 1, where the most well funded teams have more than 
fifty aerodynamicists looking for marginal gains over 
their competitors.

To find these marginal gains, aerodynamicists have two 
main tools; Computational Fluid Dynamics (CFD) and wind 
tunnel testing. Whilst track and road tests are also important 
tools, these are typically used later in the design process and 
conducting repeatable and reliable tests is a challenge. For 
Formula 1, track testing outside of race weekends is also 
heavily restricted which makes the emphasis on CFD and 
wind-tunnel testing even stronger.

Whilst wind-tunnel testing is arguably the most accurate 
way of assessing the performance of a vehicle, there are a 
number of factors that limit its use. Firstly the cost of hiring 
a suitable facility is typically in the order thousands to tens of 
thousands per day (depending on the facility) together with 
the need to bring a suitable model to test. The cost of manu-
facturing a model and the internal systems to compute the 
forces is also a significant one-off cost that can go into the tens 

of thousands of pounds. However once the main spine and 
outer shell of the car is built the cost of manufacturing the 
parts of the car to be tested i.e. different wing sections or body 
panels can be cheap with the rise of 3D printing. Another 
major barrier is the time required to design and manufacture 
these parts, with lead times being on the order of weeks to 
months. This means to conduct a wind-tunnel test of a road 
or race car the actual designs have to be completed typically 
several weeks to a month before the test itself. However it 
should be noted that a particular advantage of wind-tunnel 
testing is once the model is built it is possible to quickly test 
many different flow conditions e.g. ride height changes and 
flow speeds that offset some of the initial time and cost invest-
ment. Ultimately though these cost and time factors mean 
that wind-tunnel testing is more suited to the later phases of 
the design process where accuracy is prioritized over turn-
around time.

Computational Fluid Dynamics (CFD) has grown in 
popularity over the past decade due to its ability to assess 
designs much more quickly than a whole wind-tunnel 
campaign and at a reduced cost. For the majority of road and 
race car companies, CFD is heavily used in the initial phases 
of the design work, where hundreds to thousands of designs 
are assessed before being manufactured and tested in a wind-
tunnel to provide validation that the CFD trends are realised.

The main limiting factor with CFD is however its accuracy 
and resulting correlation with wind-tunnel and on-road tests. 
Whilst it may often be cheaper and faster than a wind-tunnel 
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campaign, if the results do not correlate in absolute terms or 
trends then it is not a helpful design tool. However it should 
also be noted that the ability to more easily visualize the entire 
flow-field in CFD is an additional advantage over wind-tunnel 
testing and can give extra insight into the flow physics.

We would like to note at this point that the total cost of 
both CFD and wind-tunnel testing is a combination of fixed 
and variable costs and we realise that this may influence the 
decision of how to split each companies use of CFD and wind-
tunnel testing.

Turbulence Modelling
One of the most challenging aspects of CFD is how to treat 
the turbulent nature of the flow. Whilst the Navier-Stokes 
equations exactly represent the state of a f luid f low, the 
computational resources to resolve (both spatially and tempo-
rally, i.e. Direct Numerical Simulation (DNS)) all of the 
relevant scales of turbulence is beyond the reach of current 
supercomputers and is likely to stay this way for many decades 
to come.[1].

Current industrial CFD methods are typically based upon 
Reynolds-Averaged Navier-Stokes (RANS) approaches 
although a growing number of automotive companies are 
using higher-fidelity approaches. All RANS approaches intro-
duce some amount of modeling, and these assumptions can 
often limit the accuracy of RANS approaches, especially in 
areas of complex flow separation [2]. Although, work continues 
in the development of a truly accurate universal RANS model 
[3, 4, 5, 6, 7], there is a growing realization that the current 
state-of-the-art models cannot provide the necessary level of 
accuracy when used standalone. [8, 9]

The Need for High-Fidelity 
Methods
While in a RANS approach the flow is approximated as a 
time-averaged flow field and the entire turbulence spectrum 
is modeled, in higher fidelity methods, such as Large Eddy 
Simulation (LES) based approaches, only the smallest turbu-
lent scales are modeled and the rest of the scales, the large 
scales, are resolved. Compared to a RANS approach the level 
of modeling and empiricism is reduced (although not 
completely) and, hence, the approach is closer to DNS.

However, whereas a RANS approach can be solved in a 
steady-state fashion because of the assumption of a statisti-
cally mean flow, LES is intrinsically unsteady and due to the 
need for sufficient temporal and spatial resolution the 
computational cost is much greater than for steady 
RANS approaches.

As the filter-width is typically based upon the compu-
tational grid, the computational grid must be fine enough 
to capture all but the smallest turbulent scales. Additionally, 
towards the wall, due to the no-slip condition, the gradients 
of the velocity and higher-moments are increasing and, 
thus, require finer meshes in this region to capture the 
relevant physics correctly. This requirement on the spatial 

resolution means that the computational cost of a wall-
resolved LES for a full car is exceeding current available 
resources [1].

Hybrid RANS-LES Methods
In recent years, there has been a focus on an approaches which 
seek to combine the best elements of both RANS and LES 
approaches. Hybrid RANS-LES methods solve RANS equa-
tions in regions where the flow is attached and, thus, more 
simple to model; switching to an LES-type formulation in 
regions where the accuracy provided by RANS is inadequate, 
e.g., separated flow regions.

The many approaches developed in this way may 
be broadly split into two groups, zonal and non-zonal methods 
[10]. In zonal methods one explicitly defines a certain portion 
of the flow as RANS and the other as LES; usually, via the wall 
distance in inner scale, y+. In contrast, non-zonal methods 
employ an intrinsic function, based on a flow quantity or the 
mesh itself, to automatically switch between a RANS or LES 
approach. The most common hybrid RANS-LES method in 
use in the aerospace sector today is Delayed Detached-Eddy 
Simulation (DDES) [11].

Since the development of DDES (or similar methods, such 
as Partially Averaged Navier-Stokes (PANS) [12], Scale-
Adaptive Simulation (SAS) [13] or the many other variants in 
recent years) a number of alternative methods have been 
suggested to overcome some of the aforementioned limita-
tions. These range from modifying the definition of the filter-
width to sensitize it to 3D vortical structures that are common 
in the separated shear layers [14, 15, 16] to alternative formula-
tions of the effective SGS model that the model operates under 
in LES mode [14].

The improvement that hybrid RANS-LES models can 
provide over RANS is nicely illustrated in Fig. 1 where the lift 
and drag coefficients are shown for two road vehicle configu-
rations [17]. It can be  seen that both eddy viscosity and 
second-moment closure RANS models fail to capture the lift 
coefficient, even if the drag is reasonably well captured. It is 
only hybrid RANS-LES methods, discussed in the next 
section that are able to capture both the lift and drag, which 
is crucial for road vehicle design. A number of other studies 
[18, 19, 20, 21, 22] have found similar conclusions that hybrid 
RANS-LES methods provide improved accuracy compared 
to RANS.

High-Performance 
Computing
Whilst the previous section has highlighted the desire to move 
to higher fidelity CFD approaches like the DES family of 
methods, the major limiting factor is the computational 
resources required to run these models. A RANS simulation 
of a road or race car would typically require 60-180M cells 
(depending on the wall-modelling approach which may lead 
to even larger meshes) [17, 23] and could be solved in a steady-
state fashion in approximately 2000-5000 iterations. The exact 
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runtime would depend on the numerical approach (segre-
gated/coupled, single/mixed/double precision) but approxi-
mately 4-8 hours on 256 CPU cores would be an average 
runtime. For a small engineering consultancy of three CFD 
users this would typically result in a cluster of ≈ 512 cores to 
facilitate a balance between turn-around time and cost. For 
a Formula 1 team with a much larger aerodynamics depart-
ment, or a major road car company you would see clusters up 
to and beyond 10,000 cores to provide enough capacity for 
10-25 daily CFD users.

HPC resources however become a particular bottleneck 
when a company wishes to move to DES-type approaches. 
Because of the transient nature of the approach, the time to 
simulate a typical road or race car with now 100-280M (or 
even higher) cells would take anything from 24 to 96 hours 
using 512 cores [24, 17, 23, 25]. This number is clearly depen-
dent on the choice of time-step, CFD code and wall-modelling 
approach however these hybrid RANS-LES simulations are 
typically 5-10 times more computational expensive than 
RANS simulations [17, 26].

A greater issue within an engineering design process is 
the turn-around time. For many companies waiting for 48 
hours for a result is too long and is often a waste of engineer 
time and this is particular true in the motorsport sector where 
the design process has to be fast to react to the large number 
of races in each year.

The typical requirement for a CFD turn-around time is 
for an engineer to set off a simulation before they leave for 
home and have it completed by the time they return to work 
the following day i.e. 12 hours. In our previous example 
we could run on 1024 cores if the original time was 24 hours 
or 4096 cores if it was originally 96 hours to reduce the time 
to 12 hours. Of course in reality few codes offer linear scaling 
so whilst 1024 cores would most likely scale linearly at 273k 
cells per core (considering a 280M cell mesh), at 4096 cores 
this would be 68k cells per core and may suffer from less than 
linear scaling due to an increasing contribution from 
networking communication.

However for the small engineering consultancy with an 
on-premise cluster of 512 cores, using 1024 or even 4096 cores 
would mean buying a much larger cluster to cater for this 
need. For a large road or race car company this would mean 
a choice between a cluster of > 50,000 cores, longer queue 
times or simply limiting the move to higher fidelity methods 
i.e. HPC becomes a bottleneck.

As we move towards even higher-fidelity methods such 
as wall-modelled LES and wall-resolved LES the need for ever 
greater HPC resources will only continue.

Cloud Computing
Whilst cloud computing has been used in the engineering 
design process for many years for data storage and more tradi-
tional IT operations, its use for HPC has been questioned 
because of the lack of high-speed networking. This perception 
has begun to change in the past 5 years with cloud computing 
companies such as AWS having released a number of critical 
compute, storage and networking components to make the use 
of HPC in the cloud a reality for even tightly-coupled problems 
such as CFD. For AWS this includes their Elastic Fabric Adapter 
(EFA) with a custom-built operating system (OS) bypass 
hardware interface to enhance the performance of inter-
instance communications, parallel file systems such as Amazon 
FSx for Lustre and compute optimized hardware such as the 
C5n instances. The need for much larger clusters and the ability 
to run at much larger core counts to reduce run-around times 
have made many consider cloud computing resources where 
you only pay for the time you use the resources. This has the 
dual benefit of eliminating the capital costs of a dedicated 
cluster and providing access to larger scale clusters than would 
be  economical to provision on-premise. The industry is 
currently experimenting with a number of approaches to incor-
porate cloud computing into CFD workloads. These range from 
a hybrid approach where cloud computing services are used to 
provide capacity for jobs that would be delayed queuing on the 
on-premise cluster to full scale migration to the cloud. Access 
to cloud resources provides an ability to scale for specific 
demands as and when required and removes availability of 
HPC capacity from the critical path. Not only has it become 
economical to use a large scale cluster as and when required 
but if time is the critical factor it is possible to run multiple 
such clusters simultaneously to explore different solutions 
in parallel.

 FIGURE 1  Drag and Lift Coefficients for two road vehicle 
configurations for a range of RANS and DES approaches. [17]
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Aims
In order to help a customer with their migration to AWS to 
undertake high-fidelity DDES simulations a number of bench-
marks were undertaken on a range of compute types and 
compared against a Cray XC30 supercomputer which repre-
sents a high specification supercomputer. The aim was to 
establish whether AWS could be used to allow the use of high-
fidelity methods within the desired 12 hour turn-around time 
that would not be achievable with the customers on-premise 
solution. It was observed at the beginning of this work that 
there was little openly available research assessing the perfor-
mance of cloud based HPC environments against on-premise 
solutions and it is hoped that this work will serve as a body of 
work to help this discussion and area of research.

Test-Case

CFD Setup
A racing car was used as the geometry for the studies as shown 
in Figure 2. A low y+ unstructured hex dominant mesh using 
the pre-processing tool ANSA by BETA-CAE Systems was 
created which resulted in a total mesh count of 280M cells for 
the entire car and a 143M cell half-car model (Figure 2). This 
would later be used to reach lower cells-per-core values to test 
the strong scaling of the code. The domain extents were such 
that a symmetry boundary condition was applied to the side 
and top walls and a no-slip condition was applied to the floor 
with a translating velocity equal to the freestream velocity of 
50ms−1. An inlet and outlet boundary condition was applied 
at the entrance and exit of the computational domain. A 
rotating velocity boundary condition was applied to the 
wheels and the various radiators inside the car were modelled 
as porous regions with an appropriate pressure drop and the 
exhaust was set to a value corresponding to the engines used 
in the particular motorsport series in question.

The open-source CFD code OpenFOAM v1806 (Double 
Precision Floating Point) was used for all the studies and was 
compiled with OpenMPI 4.0.1. The SST-DDES turbulence 
model was used for all simulations with the segregated pimple-
Foam solver (see Robertson et al. [27] for further details on 
this approach and OpenFOAM specific numerical methods). 

A time-step of 5e−4 using a second order backward difference 
numerical scheme was employed. A second order scheme was 
used for the turbulence quantities and a hybrid numerical 
scheme was used for the momentum equations to blend 
between central differencing and second order upwinding as 
per Travin et  al. [28]. The Scotch domain decomposition 
method [29] was used for all simulations as previous results 
had shown poor scaling when using a hierarchical (i.e. 
constant x/y/z loading) domain decomposition approach due 
to poor load balancing. The Preconditioned Conjugate 
Gradient (PCG) method was used as the linear solver for the 
pressure and OpenFOAM’s smoothSolver for the 
other variables.

Whilst the main focus on this paper is the scalability of 
OpenFOAM for a realistic race car geometry on AWS a full 
solution was made with this setup which compared favourably 
with other CFD tools, where the pressure coefficient under-
neath the car is shown in Figure 3 as an illustration of the 
flow-field.

To measure the solve time for this benchmarking study, 
each simulation was run for 500 iterations and the final 249 
iterations (excluding the final iteration) were used to provide 
an average iteration time.

Meshing Test
An additional test was conducted to assess the performance 
of the snappyHexMesh meshing tool within OpenFOAM. In 
order to measure the meshing time, a complete snappyHex-
Mesh mesh was conducted to create a two-car 435M cell mesh. 
The hierarchical domain decomposition method was used 
based upon previous experience of scotch being unsuitable 
for large cell counts during meshing. All other mesh settings 
were chosen based upon best-practices from previous work 
[18, 30].

Compute Environment
Three instances types most suitable for compute intensive 
work were used on AWS. The M5.x24large features Intel Xeon 
8175M series at 2.5 GHz and represents a standard high core 
count two socket server, Z1D.12xlarge with Intel Xeon at 
4.0 GHz represents the fastest clock speeds available and 
C5n.18xlarge with Intel Xeon at 3.0 GHz represents a fast core 
server with the fastest interconnect. Additionally for some of 
the tests the C5n.18xlarge instances were used with AWS 
Elastic Fabric Network (EFA) turned on. EFA is the network 

 FIGURE 2  Test Geometry and computational mesh
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 FIGURE 3  Pressure coefficient on the lower surface of 
the car
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interface for Amazon EC2 instances that enables users to run 
applications requiring high levels of inter-node communica-
tions. Its custom-built operating system (OS) bypass hardware 
interface enhances the performance of inter-instance commu-
nications, achieving lower latency and higher bandwidth.

OpenFOAM-v1806  in double floating point precision 
compiled on a CentOS-7 base image with the latest GCC-8.2.0 
and OpenMPI-4.0.1 versions has been used. The MPI ranks 
are placed on subsequent physical cores. For the I/O local 
Amazon Elastic Block Storage (EBS) devices were used, such 
that the relatively short run time will not be influenced by I/O. 
However, the I/O is negligible.

Additional runs were conducted on a Cray XC30 with 
Intel Xeon E5 v2 12C 2.700 GHz nodes and an Aries intercon-
nect. It should be noted that from the outset that it is appreci-
ated that the specification of the nodes is outdated compared 
to the AWS instances chosen and thus it is expected that the 
performance would improve on the latest Cray machines using 
more recent processors. OpenFOAM was compiled using 
GCC with the Cray compiler wrappers and Cray MPI.

On neither AWS nor the Cray XC30 were any additional 
code tuning or optimization undertaken and we understand 
this may have provided additional performance from 
both systems.

Results
Figures 4 and 5 show the variation of iteration time (in 
seconds) against the cells per core for the 143M and 280M cell 
meshes respectively. These cells per core correspond to 480, 
960 and 1920 physical cores for the three runs on each mesh. 
A number of statements can be made about these results:

 • Firstly the Cray XC30 shows excellent strong scaling 
down to 73k cells per core (1920 cores) and would likely 
continue beyond due to the high 
performing interconnect.

 • The M5.24xlarge is on average slower than the Cray 
XC30 due to a combination of 25Gbps Ethernet 
interconnect and 2.5 GHz clock speed (2.7 GHz on the 
Cray XC30)

 • The sustained 4.0 GHz AWS custom Intel scalable 
Z1D.12xlarge instance delivers the fastest iteration by 
some margin at high cells per core counts (480 & 960) 
but the higher latency interconnect takes away some of 
this advantage at lower cells per core and is only slightly 
faster than the Cray XC30 at 73k cells per core. A visual 
inspection of the trend suggests that the Cray XC30 
would become faster at lower cells per core counts.

 • The C5n.18xlarge compute optimized instance with 
100Gbps interconnect (running at 3.5 GHz) lies in 
between the M5.24xlarge, Cray XC30 and the 
Z1d.12xlarge but whilst the scaling of the Z1d begins to 
tail off the C5n shows a better trend and by 73k cells per 
core it is now the same or marginally quicker than the 
Cray XC30 and close to Z1d. Again it is also evident from 
the scaling that the Cray XC30 would also be faster than 
the C5n.18xlarge instance at lower cells per core.

 • Finally it can be seen that when EFA is turned on for the 
C5n.18xlarge instance then there is constant iteration 
time reduction across all core counts. This is most 
noticeable at the lowest cells per core where 
communication time contributes to a larger proportion 
of the total iteration time. With EFA the scaling 
performance is much closer to the performance seen 
with the Cray XC30 - which was chosen to represent a 
typical on-premise solution with custom 
HPC interconnect.

Extrapolating these times for running 2s of physical solve 
time on the 280M cell mesh using 1920 cores results in a time 
of 4hrs for the Z1d.12xlarge instance, 4.4hrs for the 
C5n.18xlarge instance with EFA, 6.1hrs for the Cray XC30 
and 6.8hrs for the M5.24xlarge instance. This is in contrast 
to using only 480 cores (i.e. the size of a small companies 
cluster) of 19hrs using C5n.18xlarge.

Cost
AWS EC2 instance costs vary depend on region and whether 
the instance is used on-demand, via spot or using an upfront 
reservation. As of 22nd November 2019 the on-demand cost 
in EU(Ireland) region of using 80 Z1d.12xlarge instances, 54 

 FIGURE 4  Scaling performance of AWS instances and the 
Cray XC30 using the 143M cell model.
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 FIGURE 5  Scaling performance of AWS instances and the 
Cray XC30 using the 280M cell model.
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C5n.18xlarge instances and 40 M5.24xlarge instances, which 
correspond to the number required to run on 1920 cores for 
the extrapolated simulation times given previously would 
be $1,597.44, $1,043.53 and $1396.99 respectively.

However as of 22nd November 2019 the spot-price for the 
same instances in EU(Ireland) region would result in a total 
price of $479.23, $331.95 and $470.94. This is on average a 70% 
reduction in cost.

It is not the aim of this paper to discuss the cost differ-
ences between the Cray X30 (which as for any on-premise 
facility would be very difficult to calculate) and AWS but 
rather to illustrate the cost/run-time choice that all 
customers face.

Meshing
Figure 6 shows the total meshing time using the snappyHex-
Mesh method with OpenFOAM against the cells per core (i.e. 
number of cores). A racing car model was meshed in snap-
pyHexMesh resulting in 435M cells. It can be seen that in 
comparison to the solver performance previously discussed, 
both the M5.24xlarge and Z1d.12xlarge instances are slower 
than the Cray XC30, which is likely due to the 25Mbps 
Ethernet interconnect which suffers from worse bandwidth 
and latency. Adding additional cores to M5 and Z1d does not 
significantly improve the speed. The C5n instance shows much 
improved meshing speed, likely due to the improved intercon-
nect however scaling drops off at 1920 cores. Unfortunately 
at the time of the mesh testing EFA was not available although 
future work will be  to assess whether this provides 
any improvements.

Additional Considerations
We have not considered post-processing as part of this study 
and we have treated the meshing and solver steps as two 
separate activities. However the authors realise that a produc-
tion CFD workflow is typically a fully automated process with 
the mesh, solve and post-processing happening under a single 
submission script. Thus the extrapolated timings in this study 
would likely be longer if post-processing and the steps between 

the mesh and solve were included i.e. the optimum number 
of cores for meshing is different to solve and thus there would 
be time needed to redistribute the mesh between these core 
counts and potentially different instance types.

Conclusions
This study has shown that Amazon Web Services can provide 
the HPC environment to enable greater use of high-fidelity 
CFD methods by allowing higher core counts to reduce turn-
around time. With the correct instance type - which poten-
tially differs between meshing and solving, AWS was competi-
tive against a Cray XC30 supercomputer for meshes up to 280 
million cells and core counts up to 1920 cores. It is noted 
however that this Cray XC30 machine uses older generation 
processor units (Intel Ivybridge) and it is expected that with 
equivalent processor family (Intel Skylake) then the runtime 
performance of the Cray system would have been even greater 
than reported here. This study has shown that it is possible to 
achieve the speed and scaling on AWS but it is also appreciated 
that for many CFD users the work is the final mile to move 
the full process to AWS. Future work will be to demonstrate 
the performance at higher core counts and include post-
processing elements of the CFD process.
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