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ABSTRACT
In this paper, we introduce Shop the Look, a web-scale fashion and
home product visual search system deployed at Amazon. Building
such a system poses great challenges to both science and engineer-
ing practices. We leverage large-scale image data from the Amazon
product catalog and adopt effective strategies to reduce the human
effort required to annotate data. By employing state-of-the-art com-
puter vision techniques, we train detection, recognition, and feature
extraction models to bridge the domain gap between in-the-wild
query images and product images which are taken under controlled
settings. Our system is designed to achieve a balance between result
accuracy and efficiency. The run-time service is optimized to pro-
vide retrieval results to users with low-latency. The scalable offline
index-building pipeline adapts to the dynamic Amazon catalog that
contains billions of products. We present both quantitative and
qualitative evaluation results to demonstrate the performance of
our system. We believe that the fast-growing Shop the Look service
is shaping the way that customers shop on Amazon.

CCS CONCEPTS
• Information systems → Information retrieval; • Applied
computing → Electronic commerce.
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1 INTRODUCTION
E-commerce platforms such as Amazon offer vast catalogs with a
massive number of products, which become challenging to navi-
gate for customers. Traditionally, text-based search engines have
been widely used to surface products that match the customer’s
shopping intent. However, for products that have an important
visual component, difficult to describe with words, visual search (or
Content-Based Image Retrieval), provides a convenient alternative
which often returns more relevant results. In 2019, we launched the
StyleSnap service for fashion products, and in 2020 we expanded
the service to support home product search. We renamed it to Shop
the Look in 2022. These commerce verticals are selected because of
their image-search-friendly nature and persistent customer interest:
they are among the most searched verticals, and the largest product
categories. In 2022, the estimated Total Addressable Market (TAM)
in the US alone is greater than $200B for fashion e-commerce1, and
around $150B for furniture2. Therefore, we choose to optimize the
system architecture design andmodel training for fashion and home

* Mengjiao Wang contributed to the paper when she worked at Amazon. She is
currently affiliated with Meta Platform Inc.
1https://www.statista.com/statistics/278890/us-apparel-and-accessories-retail-e-
commerce-revenue/
2https://www.statista.com/statistics/257524/us-furniture-and-home-furnishings-e-
commerce-revenue/
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instead of building a generic visual search service. The Shop the
Look service focuses on the use case often referred to as "street-to-
shop" or "home-to-shop", in which customers can upload any kind
of picture: a product image from Amazon or another e-commerce
website, screenshots from a lifestyle blog or a social media post,
or even their own photos, and purchase the products in the image.
Customers can access Shop the Look on Amazon mobile app (see
Figure 1), or by visiting https://www.amazon.com/shopthelook on
desktop.

Developing and deploying a web-scale visual search system like
Shop the Look is technically challenging. Among the many factors
that need to be taken into account, we focus on the following three:

Domain Gap: Typically, photos uploaded by customers differ
from Amazon product images in many aspects: background, light-
ing condition, resolution, etc. Directly matching images from the
two domains usually produces poor results. Therefore, how we
bridge the domain gap fundamentally determines the quality of
search results.

Scalability: The Amazon fashion and home product catalog
contains billions of items that are organized in a hierarchy which
cannot be described with a simple tree structure. Multiple parallel
category divisions (e.g. color, pattern, size variants) and product
misclassification by merchants make building a search index with
such data source a challenge in and of itself. To return search results
with low latency at run-time, the feature index should also enable
efficient nearest-neighbor search. In addition, due to the nature of
fashion and home product industries, both Amazon and third party
sellers attempt to track the trends and adapt the products offered
to seasonal changes. As a result, our index building pipeline needs
to efficiently handle a highly dynamic catalog.

User Experience: In visual search applications, result quality as
measured by visual similarity does not always align with the intent
of the customers. Satisfaction with search results also depends on
other factors such as product popularity, availability, or shipping
options. Optimizing the complete customer shopping experience is
therefore a non-trivial task.

In this paper, we share the experiences we had with these chal-
lenges while building Shop the Look. To handle the domain gap,
we employ deep learning techniques to build a computer vision so-
lution with three main components: product localizer, fine-grained
classifier, and feature extractor. The product localizer helps identify
candidates for the customer search intention, and it also helps the
downstream tasks avoid interference from the background in im-
ages. The purpose of fine-grained category recognition is to narrow
down the search and reduce defective results. Finally, the feature
extractor computes a representation for the candidate objects that
allows us to search for the most similar products in the index, even
when there is a significant domain variation. Since learning models
for these three modules require a large amount of training data,
various augmentation or synthesis strategies can be applied to
supplement the high quality yet expensive human annotations.

We also present how to design the index building pipeline and
run-time system for scalability. Computationally expensive tasks,
such as localization and feature extraction for product images,
are distributed over cloud infrastructure as batch computing jobs.
Changes in product catalog can be tracked by regularly calculating
incremental inputs on elastic Map-Reduce clusters, which in turn

Figure 1: With Shop the Look, customers can quickly find
fashion and home products that are similar to their uploaded
query image on Amazon. The experience is available for both
mobile users via Amazon mobile app and desktop users at
https://www.amazon.com/shopthelook.

triggers differential builds. We use approximate nearest neighbor
algorithms to achieve the desired balance between latency and
accuracy for run-time retrieval.

Finally, we describe a customer-preference-based re-ranking
model which takes additional non-visual factors into considera-
tion. Duplicate products in results is a common problem that may
degrade user experience. This can be mitigated by removing dupli-
cates both at index building stage and at run-time, with specialized
methods.

Shop the Look has shown great impact on customers and has
been experiencing a rapid growth since launching. On TikTok, the
total number of views for videos that people upload to showcase
their Shop the Look experience has exceeded 10 billion 3. In 2021,
the number of monthly active user (MAU) of Shop the Look has
increased by 250%.

The remainder of the paper is organized as follows. In Section 2,
we review existing relevant visual search architectures, as well
as other relevant work. We present the system architecture and
describe in detail the components in Section 3. Section 4 presents
the experimental results. Finally, Section 5 concludes our paper
with paths for further improvement.

2 RELATEDWORK
Visual search systems: The outstanding results of deep learn-
ing in recent years have established visual search as a standard
system in online retail, with many companies [2, 10, 25, 29–31] of-
fering it to navigate their catalogs. Most visual search systems start
by localizing the relevant items in the query image. Afterwards,
they compute a feature representation of each extracted region of
interest, and then use it to search for similar items in their cata-
logs. These systems have slightly different use cases (e.g., Bing [10]
must handle generic visual search queries in addition to products,
eBay [29] is a marketplace where anyone can sell), therefore they
differ in the specific techniques used, such as how relevant items

3https://www.tiktok.com/tag/StyleSnap. The hashtag was associated with the original
product name StyleSnap
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Figure 2: Overview of the Shop the Look architecture. The arrows in red represent data flow at build-time, and those in blue
represent data flow at run-time.

are localized, how feature vectors are computed, or how search is
performed.

Considering the large scale of the image indexes, strategies to
reduce the search effort are often used. For example feature bi-
narization and Hamming distance are used in [29, 31] to quickly
discard a large volume of images that are irrelevant for a query. We
instead reduce the search space by splitting the index according to
the fine-grained category, and use approximate nearest neighbor
search with compact feature vectors.

Another strategy to reduce the footprint of a visual search system
is to use multi-task learning to concentrate functionality into a
single model. For example, in [2, 31] authors train a single (or
joint) network for different tasks or business verticals. However,
we decided to train a separate model for each task. Doing so, we
are able not only to quickly react to customer search patterns and
deploy models to expand to new categories or whole new verticals,
but also to fine-tune a specific model without affecting the others.

Localization: This is usually the first step in visual search
pipelines, although different use cases may require different ap-
proaches. For instance [31] only cares about a single prominent
product per image (assumed to be the query intent), and can thus
leverage click data to train a semi-supervised model. In other sys-
tems [10, 12] off-the-shelf detector models are adapted, but only
on queries from certain verticals like fashion. There are also ex-
ceptions where localization is not used at all, like at eBay [29] that
only allows intra-catalog searches.

The two dominant (and fundamentally distinct) paradigms for
object detection using deep networks are two-stage [22] and one-
stage detectors [3, 15, 21]. The former delegates generating region
proposals to a specialized sub-network, while the latter combines
the region proposal and classification into a single branch. More
recently strategies leveraging transformers have been proposed [5].

Image representation: Probably the most critical piece of a
visual search system is how to represent the images, as it directly
impacts the quality of the returned results and the latency of the
system. Currently, the most popular technique for this purpose
are deep metric learning networks trained with losses such as the
contrastive loss [4] or the triplet loss [9], as they can bridge the gap

between different image distributions using pairs or triplets of re-
lated pictures. Several improvements, like smart negative sampling
or new losses have been proposed in recent years [7, 13, 18, 27, 28].
Of particular interest for our case are the developments in the
street/home-to-shop domain [1, 16, 24]. In [31] a metric learning
loss is added to the localizer to have a single multitask model, while
[10] uses an array of different models with categorization and deep
metric learning losses organized in a three-tier system.

3 ARCHITECTURE
The system architecture of Shop the Look is composed of several
deep neural networks, as well as various support modules. Figure 2
shows an overview of the complete system.

The system takes an input image and uses an array of detectors
and fine-grained classifiers to detect and identify the relevant ob-
jects. Then, each object is described with an embedding network
that takes as input the image information around the detected object
area. This computed object representation is then used to search in
a catalog index with fashion and home products.

The visual search process in the figure is divided into two flows,
build-time and run-time, which share components such as localiza-
tion, fine-grained classification, and feature extraction. The build-
time process is run offline and refers to the building of the visual
search product catalog index. We detail the optimizations done to
handle large volumes of data during the build process in Section 3.6.
This process is applied to all the supported products in the fashion
and home categories of the Amazon catalog, yet only products with
a clear image are added to the visual search index. Once the index is
built, the online run-time process returns the most similar products
when a customer uploads a query image. To improve the customer
experience, the results are further re-ranked and de-duped.

In the remainder of the section, we detail each of our compo-
nents, namely localizer, fine-grained classifier, embedding model,
re-ranking and de-duping, and indexing.

3.1 Localizer
Other visual search services can expect one single relevant object
to be featured in the center of the query image uploaded by the
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customer, which can simplify the localization component of their
architecture. However, in highly aesthetic verticals like fashion and
home, several products are often combined together in a single
composition, such as a full outfit or a professionally decorated
room. For these types of images, customer intent is not clear and
multiple relevant objects appearing in the picture must be detected.
For these cases, visual search systems usually employ single-stage
object detectors, as they offer a good balance between precision
and recall at a low latency. After evaluating several well-known
object detector methods, we selected the lightweight YOLOv3 [21],
which fits our latency and performance requirements.

Our service is open-ended in the sense that users can input any
picture, and we should still return the best list of products for each
instance of relevant object, while simultaneously not reacting to
images where there are none. To this end, detector networks are
trained using datasets that contain both catalog and in-the-wild
images, annotated with bounding boxes and category labels. To
reduce false positives, we added un-annotated out-of-distribution
images to each batch of training. In our evaluations, we found that
with a 3:1 ratio we could reduce false positives from 77.7% to 4.8%
without impacting recall. Finally, averaging weights [11] with the
last training checkpoints leads to better performance.

The properties of the objects differ significantly between Fashion
and Home. Furniture is rigid in most cases, while apparel items are
deformable, and can be presented in multiple ways (e.g. hanging
in a wardrobe, folded on top of a bed, or being worn by a person).
On the other hand, images containing furniture items tend to have
high variance in viewpoint, while apparel items in fashion images
are usually taken from the front.

As a consequence, it is not straightforward for the detector net-
work to re-use features between the two domains, and we have
observed that the accuracy may decrease as the number of cate-
gories increases, especially across the two different domains. In
our experiments, we have found that two separate detectors in
the architecture produce better results, although we continue to
explore more efficient joint models in future work.

To increase accuracy, it can be useful to group apparel items
according to which person is wearing them, by e.g. adding person
types (man, woman) as additional localization categories. Further-
more, being able to predict apparel person type (such as women’s,
men’s, etc) for each detected apparel item, can help correcting mis-
classifications, and allow the customer to easily filter the results.

3.2 Fine-grained category recognition
To improve retrieval performance, we train classifiers to determine
the fine-grained category of an apparel or furniture item. For a
given query item, the search would traverse the index of the prod-
uct listings corresponding to the fine-grained category at the query
item, rather than going through all the products in the catalog. This
reduces the index size and speeds up image retrieval performance,
which is crucial for the end-to-end system. Additionally, by decou-
pling localization and fine-grained classification, it allows for easier
extensibility in the fine-grained categories. For example if we want
to distinguish between indoor and outdoor chairs, only the specific
chair classifier would require re-training. For this, once we localize
an item of interest (apparel or furniture) and determine its top-level

category (e.g., tops, bottoms, bed, chair, etc.), we extract an image
patch around the detected region and feed it to a classifier to infer
its fine-grained category (e.g., tops to jackets).

As the end-to-end systemhas to respond promptly to user queries,
the fine-grained category recognition stage should introduce min-
imal overhead. We use ResNet-18 [8] as it would be sufficiently
lightweight for this purpose. Class imbalance causes the cross-
entropy loss to struggle with minority classes. Many approaches
have been proposed in the literature to remedy the class imbalance
problem, one of which is the focal loss [14].

Let us denote the 𝑖-th image by 𝒙𝑖 , the corresponding one-hot
encoded label vector by 𝒈𝑖 , and the prediction vector by 𝒑𝑖 . If the
focal loss is applied to mitigate the class imbalance problem, it can
be minimized at each mini-batch of size 𝑏 in the following form:

𝐿𝑐𝑙𝑠 := − 1
𝑏

∑︁
𝑖

𝒈⊤𝑖 [(1 − 𝒑𝑖 )𝛾 log(𝒑𝑖 )], (1)

where focusing parameter 𝛾 = 2 can be set as suggested in [14].
During inference, we first perform fine-grained classification on

the query image and then pick the best matching index to search
in. The matching index selection strategy first sorts the predicted
score vector and then picks the categories until the accumulated
score exceeds a predetermined threshold.

3.3 Embedding model
In visual search systems, image relevance is measured based on the
distance between feature vectors. We train a deep neural network
to generate embedding vectors for image inputs. The challenges
for such a deep metric learning task are two-fold: (1) how to teach
the model to learn the concept of visual similarity; and (2) how to
make the model insensitive to the image domain variations. The
concept of visual similarity is inherently subjective. For example,
people may argue whether two dresses with the same color but
different neckline design should be labeled as similar or dissimilar.
To mitigate this issue, we compile a dataset which contains a large
number of Amazon fashion and home products and has multiple
images per product to train our image embedding model. In other
words, similarity can be treated as a generalized concept of identity.
Because the multiple images of the same product in this database
cover a variety of image domains, such as studio-style (as seen
on Amazon product page), social-media style, or phone-camera
grade, it facilitates the training of a domain adaptive model. The raw
dataset usually contains substantial noise, like images of accessories
relevant to the product, size tables, or images of multiple pieces. A
localization model is applied to the training images and those that
don’t have detections consistent with the meta-data are discarded.

The embedding model uses a bottleneck layer which is attached
to the last pooling layer of the backbone network to extract feature
vectors. In our experiments, we found that a ResNet-50 backbone
usually achieves better balance between embedding performance
and computational cost. The design decision of not sharing back-
bone with the fine-grained classifier was a result of considering the
practical demand for the flexibility to be able to update each model
separately. Our experiments also showed that the best results are
obtained by margin-based contrastive loss [28], defined as:

𝑙𝑖 𝑗 = max(0, 𝛼 + 𝑦𝑖 𝑗 (𝐷𝑖 𝑗 − 𝛽)), (2)
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Figure 3: Samples from the augmented training dataset. From
the top to the bottom: (1) Fashion product catalog images; (2)
Synthesized in-the-wild fashion product images by superim-
posing on random backgrounds; (3) Rendered 3D Amazon
home product dataset; (4) Synthesized Home images by su-
perimposing 3D model on random scene images; (5) Auto-
Placement synthesized home dataset. The first two are for
fine-grained classifier training, and the remaining three are
for embedding model training.

where 𝑦𝑖 𝑗 is −1 for negative training pairs and +1 for positive ones,
𝐷𝑖 𝑗 is the distance between the pair, 𝛼 is a margin parameter and
𝛽 is boundary between positive and negative pairs that can be
tuned. Here, we define any pair of images from the same product as
positive, and those from a different product as negative. Usually, the
number of all the negative pairs is formidably large. This problem
can be mitigated by performing distance-weighted sampling [28]:

𝑃𝑟 (𝑛∗ = 𝑛 |𝑎) ∝ min(_, 𝑞−1 (𝐷𝑎𝑛)), (3)

where 𝑃𝑟 (𝑛∗ = 𝑛 |𝑎) is the probability that a negative pair (𝑛, 𝑎)
is chosen given an anchor image 𝑎, _ is a small clipping constant
number to avoid noisy samples, 𝑞(𝑑) is the probability density
function of distances for samples uniformly distributed on S𝑁−1,
and𝐷𝑎𝑛 is the distance between image 𝑎 and 𝑛, calculated using the
model with the most recently updated parameters during training.

3.4 Data Augmentation and Synthesis
When training our models, in addition to the basis datasets that are
mentioned in previous sections, we further employ various image
synthesis approaches to augment the training data. Image synthesis
provides an efficient way to generate a large amount of data because
it is usually automatic and requires little human intervention. By
intentionally introducing variations in certain dimensions into the
data, we can guide the models to learn the corresponding invariance.
In [6], a “cut-paste” style synthesis is used to generate training data

for a detector. Although there is no special practice to guarantee the
physical correctness of the generated images, their results suggest
that patch-level realism is sufficient to improve model performance.
We arrive at similar conclusions with our experiments, but also
observe that improving the fidelity of the synthesized images can
further boost model performance.

Fine-Grained Classifier: The purpose of using synthesized
images for fine-grained classifier training is to achieve domain
adaptivity. We have an abundance of catalog images compared
to in-the-wild images. To address the inherent domain imbalance
between these image sets, we experimented with a method similar
to “cut-paste” to obtain more synthesized in-the-wild images. We
first segment the foreground object from the catalog images by
using thresholding and morphological operations, and then blend
them with random background images. In the first two rows of
Figure 3, we show some examples of such augmentation.

Embedding Model: Due to the 3D nature of home products,
visual search for home queries is more prone to errors caused
by viewpoint variations. In light of this, we consider using extra
augmented and synthesized data for home to improve the view-
point invariance of the embedding model. The source data for the
augmented dataset consists of 3D Amazon home product models
rendered at multiple canonical viewpoints. To further augment the
training set and to simulate more realistic images, we explored
two data synthesis approaches to add backgrounds to the rendered
home products: (1) RandomScene: Similar to the fine-grained
classifier case, the home objects which are masked and segmented
from the rendered images are directly pasted to randomly sampled
indoor scene images. Affordance errors and scale mismatches are
expected for the synthesized images, as can be seen in Figure 3.
(2) AutoPlacement: An augmented reality tool is used to first find
plausible regions on floor-like surfaces in the room to place the 3D
home product model and then to generate realistic renderings. The
position and orientation of the product can be varied within the
determined regions. In row 1-3 of Figure 3, we present examples of
images synthesized with RandomScene and AutoPlacement.

Both background synthesis methods improve the performance
of the embedding model, but better yet, they have complementary
properties. On the one hand, AutoPlacement data leads to a better
result benefiting from its advantage in realism. On the other hand,
the RandomScene dataset can theoretically grow to an arbitrarily
large scale very efficiently and with low-cost, whereas the size
of AutoPlacement dataset is limited by the number of available
scenes. Finally, we found that by combining the Amazon product
dataset, the rendered 3D model dataset, and the synthesized image
dataset, the best retrieval performance is achieved. In Figure 4,
we compare the image retrieval results before and after training
the embedding model with augmented data. As we can see from
both examples in the figure, the model trained with the augmented
dataset successfully retrieves the correct items despite the large
viewpoint variations. The newmodel also seems to be robust against
occlusions, as shown in the second example.

3.5 Re-ranking and de-duping
The Amazon catalog contains a very large number of products from
many sources. There is a significant variation in product quality
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Figure 4: Comparison of the image retrieval results before
and after training with the rendered 3D model dataset and
the synthesized dataset. The results in the top row for each
query are before, and those in the bottom row are after.
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Figure 5: Duplicates detected by build-time (top) and run-
time (bottom) algorithms. We show the duplicates detected
by our build-time algorithm on the top part. Due to space
constraints, we show only 8 results.Wemark the high quality
product from each cluster with a blue rectangle. Bottom part
shows the query image, top-11 retrieved results with black
rectangles around the duplicates, and the result after de-
duping.

and popularity, and duplicate listings are common. Re-ranking
aims to surface high-quality products from the visually similar
candidates, while de-duping diversifies the results. Both are crucial
for enhancing user experience.

3.5.1 Re-ranking. The initial retrieval results are computed using
visual similarity only, but to ensure that high-quality products are
returned to the costumer we re-rank them using several factors
related to product quality and popularity, such as customer review
ratings. We use a linear ranking model, and we learn the weights
for each of the semantic and visual features so that a good balance
between visual similarity and product quality is reached.

3.5.2 De-duping. We explore a two-step solution to remove near
duplicate results. At build-time, the products are clustered using a
graph-based formalism, tuned to achieve almost perfect precision.
To remove any potential duplicates during run-time, a greedy algo-
rithm is applied to remove products that are too similar from the
nearest neighbor list. In the following, we denote the feature vector,
detailed in Section 3.3, for the 𝑖-th product by 𝒇 𝑖 ∈ R𝑁 such that
∥𝒇 𝑖 ∥2 = 1, where 𝑁 is the feature dimension.

Build-time de-duping: The core of the build-time de-duping step
is an unweighted graph where each node corresponds to a product,
and with an edge between two nodes only when ∥𝒇 𝑖 − 𝒇 𝑗 ∥2 ≤
𝑇 , where 𝑇 is a distance threshold. This graph can be efficiently
constructed, e.g., by using a KD-tree to query products within a
radius 𝑇 from an origin product. The distance threshold 𝑇 controls
the density of graph and hence adjusts the trade-off between recall
and precision. In our experiments, we use𝑇 = 0.25. After the graph
is constructed, nodes are grouped by using clustering algorithm
such as label propagation [20], with near-linear scalability with
respect to the number of nodes, and we only keep in our index the
high-quality product, as determined by our re-ranking algorithm.

Run-time de-duping: The purpose of run-time de-duping is to get
rid of duplicates that might have passed through the build step. A
greedy algorithm, similar to the Folding algorithm [26], can be used
for this purpose: initialize the result set R with the first element in
the list and then consider the 𝑖-th element to be non-duplicate (and
add it toR) only if ∥𝒇 𝑖−𝒇 𝑗 ∥2 ≥ 𝑘𝜎 ∀𝑗 ∈ R, where 𝜎 is the average
distance between the feature vectors and their mean feature vector,
and 𝑘 is a hyper-parameter that controls the aggressiveness of the
greedy algorithm. In our experiments, we use 𝑘 = 0.65.

See Figure 5 for some examples of build- and run-time de-duping
results. From the figure, we can see that the build-time algorithm
is able to cluster images representing the same product but with
different aspect ratios, crops, backgrounds, etc. Similarly, run-time
de-duping is able to remove duplicates from the retrieval list.

3.6 Image Indexing and Retrieval
The data ingestion and index building pipeline converts hundreds
of millions of items in the Amazon fashion and home catalog into a
searchable index for the run-time retrieval service to consume. De-
signing this system to meet strict scalability and latency standards
is challenging and requires significant engineering optimizations.

The index building pipeline is triggered by a distributed job
scheduler. A data extraction job is used to pull the product informa-
tion from the categories of interest in the Amazon catalog. However,
the product category association in e-commerce catalogs can be
very noisy and may require further clean-up in subsequent stages.

We first download the product images and process them using
three component services: localization, fine-grained classification,
and feature extraction. For images with multiple detection results,
the most relevant bounding box can be identified based on detec-
tion and classification scores, as well as some product metadata.
Furthermore, inconsistencies between the predicted category and
metadata often indicate misplaced products, which could reduce
the precision of the retrieval results if not discarded.

The Amazon product catalog is volatile. Items are frequently
added and removed due to availability, seasonal change or trend
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Fashion Home
Category Recall Prec. Category Recall Prec.
Top 86% 89% Chair 86% 78%
Bottom 89% 91% Table 87% 79%
Dress 84% 84% Lighting 85% 84%
Shoes 89% 95% Sofa 91% 89%
Bag 86% 93% Ottoman 89% 86%
Table 1: Precision and recall of the localization models.

shift. To closely track these changes, we need to re-build the index
regularly, which can be done incrementally by keeping track of the
previous iterations: only new products and products which were
changed will need to undergo the new indexing computation. Due
to the very large number of products in the catalog, the task of
determining the differential input is itself computationally intensive,
and benefits from Map-Reduce jobs in terms of efficiency.

To achieve fast retrieval at run-time, we build an independent
approximate nearest neighbor index for each fine-grained category.
We implement our local optimized FLANN (Fast Library for Approx-
imate Nearest Neighbors) [19], which reduces latency in half at p50,
and by 40% at p90, compared to distributed HNSW (Hierarchical
Navigable Small World) [17] for our usual volume of search traffic.

We use Map-Reduce to order, group, and aggregate data for rank-
ing, and we store it in the index for fast access at run-time. In order
to scale build-time de-duplication (see Section 3.5.2), this operation
is performed in parallel for each fine-grained index. Further ad-hoc
optimization (e.g. skipping the graph nodes that have no updates
in their labels, choice of correct data structures and libraries) on
the build-time de-duplication achieves a 10x speedup.

By storing artifacts from different steps such as localization,
feature extraction and de-duplication they could be used to ef-
fortlessly perform analysis, debugging and sanity checks using
interactive SQL query services. Keeping the embedding vectors in
DynamoDB [23], a highly scalable key-value store, enables efficient
querying in batches during build and run-time. For example, it can
serve as a feature repository for re-ranking and de-duplication.

4 EXPERIMENTS
We present quantitative results for various components of the sys-
tem in our internal human-annotated evaluation datasets, com-
posed of thousands of randomly sampled images, that were also
used to make decisions for the system in production. We also show
the performance of the end-to-end system both quantitatively and
qualitatively. For most results, we report category-wise numbers.

Object localization: Table 1 shows the precision and recall
obtained by the fashion and home models on our evaluation set at
the production operating point, which is a more relevant analysis
from an application point of view. We discard overly truncated
or occluded detections to improve the customer experience, as
they often result in less accurate recommendations. Typical failure
cases include small footwear or bag instances, strong occlusion, or
unusual viewpoint. For dresses with differently colored top and
bottom parts, they are sometimes mistaken as separate garments.

Fine-grained classification:We report top-1 and top-2 accu-
racy for our classifiers in Table 2. It is worth noting that although
top-1 accuracy for some categories (e.g., bottom) is relatively low,

Fashion Home
Category Top-1 Top-2 Category Top-1 Top-2
Top 72% 81% Chair 89% 96%
Bottom 71% 86% Table 87% 94%
Dress N/A N/A Lighting 90% 97%
Shoes 72% 85% Sofa 93% 97%
Bags 75% 89% Ottoman 94% 98%

Table 2: Accuracy of the fine-grained classifiers. For dress we
found no benefit in adding a fine-grained classifier.

Fashion Home
Category @1 @10 @100 Category @1 @10 @100
Top 93% 97% 100% Chair 86% 97% 99%
Bottom 91% 97% 100% Table 87% 96% 99%
Dress 90% 98% 100% Lighting 81% 95% 99%
Shoes 92% 96% 99% Sofa 87% 96% 100%
Bags 83% 92% 97% Ottoman 90% 99% 100%

Table 3: Recall@k of the image embedding model.

Component Latency (ms)
Localization model 127
Fine-grained recognition model 63
Embedding model 90
Nearest neighborhood query 12
Re-ranking and run-time de-duping 175

Table 4: Latencies of different modules in the system.

the top-2 accuracy is high. This is relevant as multiple indices can
be queried. Furthermore, as fine-grained recognition is run at both
build- and run-time, consistent recognition errors are alleviated as
the product will be stored and searched in the same index.

Embedding models: We use Recall@𝑘 to evaluate embedding
performance on our test set, defined as the percentage of queries for
which at least one correct match is included in the top-𝑘 returned
results (each query has at least one exact match in the database).
This should not be confused with the end-to-end evaluation proto-
col, where relevance is the main metric and there is no guarantee
that the exactly same item exists in our product catalog. We present
the per-category Recall@k for 𝑘 = 1, 10, 100 in Table 3. The fash-
ion result and home result are evaluated on two different test sets,
so the two groups of numbers are not directly comparable. In the
Fashion retrieval case, we see that bags have a lower Recall@k than
the other categories. It might be due to the fact that bags suffer
from viewpoint variation challenges, and that the straps of bags are
often too long to be included in the localized bounding boxes. The
synthesis methods described in Section 3.4 improve the embedding
performance, for example, Recall@1 of sofa increases from 82% to
87% and for lighting increases from 77% to 81%.

Latency: Table 4 shows the average latencies of different com-
ponents in the system. These include the pre- and post-processing
steps for each model, and GPU communication. We see that re-
ranking and run-time de-duping steps incur the highest latency,
since the computation is CPU-bound, and needs to process sev-
eral hundreds of retrieved results. We have identified several paths
to optimize the run-time de-duping algorithm as part of future
improvements. Also, we plan to experiment with techniques like
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Figure 6: Qualitative end-to-end results of the visual search system. For each query image, we show a red bounding box around
the object of interest and present the top-6 retrieved results arranged in two rows.

pruning and quantization to reduce our model latencies further,
while not affecting the performance.

End-to-end evaluation: Figure 7 shows the NDCG (Normal-
ized Discounted Cumulative Gain) @𝑘 on an internal test dataset,
where 𝑘 corresponds to the number of items considered in the
retrieved result. The results have undergone re-ranking and de-
duping, and annotators follow standardized guidelines to label the

relevance of each (query, result) pair, with only a few products in
the database being considered relevant for each query. Results with
different product category or gender than the query are considered
as search defects regardless of visual similarity. As can be seen, for
all categories the top ten results consist of highly relevant items.
Finally, we present qualitative results in Figure 6. We observe that
Shop the Look is able to retrieve visually similar products from
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Figure 7: System end-to-end performance. Note that the y-
axes have different scales for fashion and home.

the Amazon catalog even when large pose variations, cluttered
backgrounds, varying illumination, and occlusions are present in
the query images.

5 CONCLUSION
In this paper, we introduced a visual search engine for fashion
and home products. We discussed the main challenges of build-
ing such an end-to-end system under strict accuracy and latency
constraints at web-scale. We presented how the state-of-the-art
computer vision technologies can be used to model visual similar-
ity, and specifically how to address the domain gap issue in the
targeted "street/home-to-shop" application scenario. We performed
optimizations at bottlenecks of the processing pipeline to improve
system scalability. We presented extensive experimental results to
demonstrate the performance of the system.

Some important lessons are learned, like that image synthesis-
based data augmentation can go a long way towards improving the
retrieval performance. Furthermore, in the verticals considered in
this work, we have the opportunity of taking advantage category-
specific priors to improve the model performance.

We are interested in exploring several future directions to im-
prove Shop the Look. First, to increase the accuracy of our models,
we plan to leverage weakly-supervised learning approaches to train
on even larger datasets. This will allow us to avoid the formidable
cost of using human annotations. Second, we also plan to exper-
iment with relevance feedback to improve customer experience.
Introducing user feedback signals into Shop the Lookmay help with
the most ambiguous search queries from our customers. Finally,
we will continue to expand the scope of Shop the Look to support
more product categories suitable for visual search.
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